A Minimalistic Approach to Identify and
Localize Robots in RoboCup MSL Soccer
Competitions in Real-time
Peter van Lith

Marinus van de Molengraft

Gijs Dubbelman

vanlith.peter@gmail.com

M.J.G.v.d.Molengraft@tue.nl

G.Dubbelman@tue.nl

Martin Plantinga
M.Plantinga@student.tue.nl

February 18, 2019
Abstract
This work provides a real-time Convolutional Neural Network to infer the team identity and location of soccer robots in the
RoboCup Midsize League. It has been designed to have a fast turn-around time of less than 30 minutes between collecting robot
images and an operational neural network, allowing the network to be trained in the time available between matches. This is an
important feature, as the identification markers are unknown before a competition. This Fully Convolutional Network uses Global
Average Pooling to generate a Class Activation Map with information about the location of every robot. A Blob detector is used to
find the locations of the robots of each team which are translated into real-world coordinates, to determine the best game strategy.
The resulting network allows for inference rates of more than 60 Hz.

1.

Introduction

it to the robots within the 30 minutes typically available
between matches, as explained in Section 4.
The network is able to infer the location and team
identity of robots at a rate of 60 Hz. This information is
used to make strategic decisions.

We propose an approach based on a Fully Convolutional
Neural Network that learns to localize robot players and
identifies to which team they belong during Robot Soccer competitions. The robots participate in the RoboCup
Midsize League [17] and are omni-directional robots,
equipped with on-board computers and a 360 degree
omni-directional camera [19, 18].
Competing robots have a matte black base, are not
bigger than 80x50x50 cm, typically have a pyramidal
form and move at speeds of up to 5 m/s (18 km/h).
They can wear an arbitrarily colored shirt with a shape
that is unknown to us prior to a competition. Therefore,
training of a network must be done on-site during a
competition between matches.
As the network in this work is to be used in the realtime context of Robot Soccer, our approach targets the
design of a minimalistic, shallow network with a limited
number of classes and very fast training times from only
a few examples. During a competition we employ a
procedure to collect data, train the network and deploy

Figure 1: MSL "Turtle" robot, side and front view. The appearance
of competing robots is only known once they are at the
competition venue. Pictures of the competing robots to
train the network can therefore only be taken on-site.
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2.

Related Work

To find multiple objects in an image, different approaches are used. In Faster-R-CNN, Yolo, SSD and
Mask-R-CNN [16, 1, 15, 8, 4], region proposals are used
to find the possible location of objects and then classify
these. However, adding a region proposal network requires the training data to be accompanied by bounding
boxes that indicate the location of the distinct classes,
making the data gathering process more involved. Furthermore, this addition expands the network and subsequently, increases both the forward and backward pass
time. Spatial information is also captured by this type
of network, but is lost in the Fully Connected Layers.
In Fully Convolutional Networks (FCN) [20, 9] spatial
information is retained by converting the final dense
layer to a convolutional layer [10]. Fully Convolutional
Networks accept arbitrary-sized input images for training and inference. We use this property by first training
the network on finding the distinctive features of the
robots of each team. These features are then used to find
the locations of the competing robots in the larger images of the omni-directional camera of our robots (called
Turtles).
Weakly supervised networks, using Class Activation
Mapping (CAM) [23, 11, 14, 13], implicitly find the location of class-specific regions as a byproduct of the
classification. A similar approach is taken in [2]. Using
Global Average Pooling [7, 23, 3] allows the network to
learn the classification as part of the convolutions and
can be used to create a heat-map for each class.
To keep networks small, approaches like MobileNets
and SqueezeNet [5, 6] increase the inference speed of a
network by condensing a trained network to a smaller
size, so it will be able to run on limited hardware. We
reason that, as the shape and identifying features of the
robots are very simple, a simple network should suffice
to classify and localize the robots. Deep and pre-trained
Neural Networks are overkill for our specific problem
and would lead to high learning and inference times.
Our work is inspired by visualization techniques that
also prove useful to find the location of an object in an
image. In CNN-vis [21, 22] activation levels of learned
features are used to visualize what the layers of a convolutional network concentrate on. Our approach differs
from existing approaches in the following ways:
1. We use a very small and shallow network that is
trained from only 16 pictures per class.
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2. Our Global Average Pooling network adds a new
layer that directly infers a bitmap with the highest
activation points, representing the distinguishing
object features.
3. This same network is used to locate objects in the
larger omni-directional camera image.
4. We use a Blob detector on these bitmaps, that outputs the positions of all activated features.

3.

Contribution of This Work

1. Because we are looking for a method that can be
trained quickly and requires little pre-processing,
the Class Activation Mapping (CAM) method, using
a Global Average Pooling (GAP) layer is used as
an alternative to the usual Fully Connected Layer
(FCL). We compared the ability to properly classify
robots with both network types and discuss the
results in Section 5.
2. We deviate from the current trend of ever deeper
networks and instead concentrate on creating the
simplest possible network that is able to correctly
classify the robots. Our work builds on FCN-CAM
[23] and adds a convolutional layer that takes the
role of the computations that derive the Class Activation Map.
3. This convolutional layer allows the network to directly infer the CAM as part of the network process.
The CAMs are then converted to a Class Activated
BitMap (CAbM) and a simple Blob detector is used
to find the highest activation points, representing
robots. From this a list of real-world coordinates
and distances is calculated which is used by the
robots to make strategic decisions in real-time.
4. Because of the small size of the network, we are
able to realize inference speeds of up to 200 Hz
using a GPU and 22 Hz running on a CPU only.
The entire procedure of taking pictures of the opponent’s robots, preprocessing the pictures, training
the network and deploying it to the robots can be
completed within the 30 minutes between matches.

4.

The Processing Pipeline

The pipeline that we use is depicted in Figure 2. In the
training phase we collect pictures, increase the number
of samples by augmentations and train the network,
which is then deployed to the robots. The network
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itself consists of a simple single robot classifier that
generates Class Activated BitMaps which are used to
find the location and team membership of every robot
in the omni-directional camera images. The details are
explained in Section 5 onwards.

Figure 2: The Image processing pipeline as explained in Section 5
and following. The preparation phase takes a total of 30
minutes, while the deployed network runs at 60-200 Hz.

5.

5.1.

Identification

In order to classify the robots in the 582x582 omnidirectional camera image, we use only the convolutional
layers of the 64x64 image network. These layers have
learned features that determine the robot’s team identity. The last layer is a Global Average Pooling layer
(GAP), connected to a classification layer that learns the
relationships between this GAP layer and the output
classes.
The features, learned by the network, become much
clearer when we visualize them side by side for every
layer of the network. Figure 3 shows the most important
9 activations for the features of the second layer.

Network Architecture

There are three main requirements for the training part
of the pipeline (steps 1-3): (1) we have to be able to
train it on-site, (2) it has to be done within the time slot
between matches (which can be as little as 30 minutes)
and (3) we need to be able to make a trade-off between
network size and accuracy of classification.
Extensive sweeps over architectural choices and hyperparameters are performed to determine the architecture
that achieves a workable trade-off between accuracy and
frame rate. We varied the number of features and feature sizes first in a network with two layers and then up
to four layers. Network depth selection is a trade-off between classification accuracy and localization precision.
Since we aim for a precision of one robot diameter
(50 cm), classification accuracy is the selected criterion,
working best in a 4-layer network, as described in the
experiments in Section 7. The selected architecture is a
4-layer network with a filter size of 3x3 in all layers and
16, 32, 32 and 32 filters in the respective layers, resulting
in a classification accuracy of 94%.
Our speed requirements are met both for training
and inferencing. Training the network takes less than
3 minutes. Once the network for the next match is
trained, it must be deployed to the robots and must run
inferences at a frequency of at least 20 Hz in order to
keep track of robots moving at speeds between 2-5 m/s
with a precision of one robot diameter. To average out
possible location inaccuracies we aim to run inferences
at the same speed as the camera, which provides images
at a rate of 60 Hz. Our network is fast enough to keep
up with this frame-rate, given a proper GPU.

Figure 3: This example of our visualization tool shows a selection of
the activated features of the second layer, clearly showing
that this layer concentrates on the orange and blue number
plates to identify the robots.

To create this picture, our visualization tool takes 1000
random samples from the generated input images and
finds the highest activations for each filter. Here we
see, for instance that one feature selects the front cyan
number plate, while another one selects the left or right
cyan number plate. The same holds true for the orange
shirts of our Turtle robots.
Since we have not seen the other robots previously,
some aspects could come up that we were not aware of.
In that case, re-running the network with slight changes
of the hyper-parameters or training images allows the
network to shift its attention to other properties. For
example, during testing we took pictures of our Turtle
robots while they were switched off. During a match,
bright blue LEDs underneath the robots are turned
on. Because the network was not trained with these
LEDs turned on, it mistakenly classified the robot as an
opponent. Taking new pictures remedied the situation.
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5.2.

Localization

A Class Activation Map is normally computed using the
Global Average Pooling layer’s output [23, 3, 12, 14, 13].
To increase the inference rate, we create a new convolutional layer that directly translates the feature map of
the last layer to a Class Activation Map (CAM). Because
a matrix multiplication is equivalent to a convolution
[10], this transformation can be done by the network
and can take advantage of using a GPU.
We use a simple Blob detector to find the location of
the high activation points in each of the Class Activation
Maps. However, since the activations of a convolutional
layer usually have values that are much lower than 255
and the blob detector requires a gray-scale image, the
CAM is normalized to values between 0 and 255 to form
a Class Activated BitMap (CAbM). This CAbM forms
the input to the Blob detector.
The Blob detector finds these locations, which are
then translated to coordinates for the robots of each
team. Usually the Class Activation Map is up-sampled
to increase the resolution and thus improve the localization accuracy. Instead of up-sampling the image we
simply recalculate the pixel coordinates based on the
known scale factor of the final convolutional layer. Because we know the properties of the convex mirror, we
can calculate the real-world coordinates of every robot,
given its position in the image plane.
The collection of positions of all robots represents
the situation a robot finds itself in and is used to make
strategic decisions.

Figure 4: On the left is the CAbM with the detected blobs, representing the orange robots seen in the Turtle image in the
center. The right image shows the CAbM for the Cyan
robot. Note the second robot in the right lower corner,
shows up in both bitmaps. One of the features of our
robots is a blue ground LED that was switched off when
taking the pictures. The blue ground LED is mistakenly
classified as a Cyan robot.
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6.

Training the Network

Robots must be classified as belonging to our team or the
opponent from real-time images of the omni-directional
camera. The conical mirror of this camera distorts the
image of the robot, so it would be logical to use examples
from this camera as input. Unfortunately, this is not
practical, because getting the opponent’s robots on the
field and provide enough examples is not feasible.
Therefore, instead we take pictures of the competitor’s
robots in the pits area (with the team’s permission) with
a mobile phone camera, using a green screen behind it,
so we can isolate the robot from its background automatically. We take four pictures of every robot; one from
each side and then warp these images to make them
similar in shape to the distorted images in the omnidirectional camera (see Figure 6). There are four players
and one keeper in every team. We only need pictures
from the field players and therefore have 16 pictures for
every team as input to our network, as the goalkeeper
will usually stay inside the goal area. Only 16 input
pictures for each robot class is a very low number for
CNNs compared to typical training set sizes.
We use two standard sets of input pictures for our
own robots, one set with orange shirts and another one
with blue shirts. Depending on the match we combine
these pictures with those of the opponent’s team. The
pictures are scaled down to 64x64 pixels, corresponding
to the size of a robot in the Turtle’s image at a distance of
about 6 meters, which we consider the smallest possible
representation of a robot. This allows us to keep the
network small by only having to learn a single size of
the robots. The network can then focus on learning to
differentiate between team members and opponents.
When training the network during a competition, our
validation set consists of four new pictures taken from
angles that differ from the test pictures. This is done because omni-directional pictures are only available after
a match. Please note that for validation of our approach
we solely use real in-game selections from the omnidirectional camera images taken during test matches
with other teams (see Fig. 5). All error percentages mentioned in this paper are based on these actual validation
images.
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Fully Connected Layer (FCL) vs Global Average Pooling (GAP) networks
Network Architecture
FCL-R%
GAP-R%
Remark
3x08-3x16
36.0
44.9
3x16-3x32
28.0
8.2
Slight overfit
3x32-3x64
40.0
18.4
High loss
5x08-3x16
16.0
8.2
5x16-3x32
24.0
10.2
3x08-3x16-3x32
20.0
8.2
3x16-3x32-3x64
12.0
28.6
5x08-3x16-3x32
48.0
8.2
5x16-3x32-3x64
28.0
8.2
3x32-3x64-3x128
36.0
8.2
Slight Overfit
3x08-3x16-3x32-3x40
10.3
46.9
3x08-3x16-3x16-3x16
11.1
46.9
3x08-3x16-3x32-3x64
17.6
14.3
3x16-3x32-3x32-3x32
4.1
6.1
Best
3x16-3x32-3x32-3x48
7.4
8.2
3x16-3x32-3x64-3x128
10.3
46.9

Figure 5: MSL Turtle image from the omni-directional camera, with
highly saturated colors

6.1.

Data Augmentation

During initial tests it became apparent that undistorted
pictures had a 28% higher classification error than images that closely resembled the omni-directional camera
images. Therefore, only distorted input pictures are
used to train the network.
To determine how to transform the picture, we take
the corner points of the input image and map these
manually onto a corresponding omni-directional camera
image. The resulting coordinates form the distortion matrix, which is used to perform an affine transformation.
Figure 6 shows how the input image is distorted to
look like the Turtle image. In step 3 of the processing
pipeline (Section 4), the training program provides this
matrix, which allows the corner points of the input
image to be varied and find the best match between the
distorted image and the Turtle image.
We take the warped pictures and augment them with
color variations, up to 90 degree rotations and shifts,
to create a total of 32.000 pictures used for training the
network. 20% of these are used as a test-set.

Figure 6: On the left, the original mobile phone picture. In the
middle the distorted image from the Turtle camera. The
arrows show the corner points of the distortion matrix.
On the right the resulting warped image. The warping is
used to make the input images similar in shape to Turtle
images (see Fig. 5).

Table 1: Validation error percentages for network with Fully Connected Layer (FCL) and Global Average Pooling (GAP)
network for difference configurations of both network types.
The Network architecture shows filter size and number of
filters per layer for 2, 3 and 4 layer networks. All further
tests are done with the best 4 layer version.

7.

Experiments

We first tested with a Fully Connected classification
Layer (FCL) to find out how well the network performs.
Table 1 shows the results in the FCL column.
After that we changed the final layer of the network
to a Global Average Pooling (GAP) layer and tested how
well this network type classified the input images. Table
1 shows the results in the GAP column.
Although the classification performance of the GAP
network type is slightly lower, this is the architecture
we selected, because it allows us to use the spatial
information that it retains to localize the robots as
explained in Section 5.1.
Because real-time speed is very important, we ran
performance tests on an i7 based Intel laptop, equipped
with a GTX 1070 GPU. On that machine we achieve
speeds of well over 200 Hz, including the image preprocessing, inference and blob detection. Running the
same process without a GPU achieves a speed of 22
Hz. Our Turtle robots run on a slower processor and
use a Jetson GPU. It is therefore expected that it will be
running in between these two rates, probably closer to
60 Hz depending on the used GPU.
The network accurately finds the location of the shirt
center, as can be seen in Figure 6. Shirts and number
plates are normally placed in the center of the robot,
thereby achieving a position accuracy of better than one
robot diameter. If robots would appear that have offcenter shirts or number plates, a simple offset to the
5
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found location will provide the corrected position. This
is because the robots of each team are identical.
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8.

Conclusions and Future Work

We have shown that we can train a small Fully Convolutional Network (FCN) with just 16 input images per
class to correctly classify robots in the omni-directional
image of a RoboCup MSL Soccer Playing robot in less
than 5 minutes. We also demonstrated that objects with
easily detectable features can successfully use a very
simple network architecture.
By using the network’s learned filters and adding a
new layer to the network we can directly infer Class
Activated BitMaps and use a simple Blob detector to
find the location of objects of 2 classes, using a simple
scale factor without the need to up-sample the entire
image.
The procedure to get pictures and train a network can
be completed within 30 minutes and achieves real-time
performance on a GPU-equipped laptop.
The network misclassified parts of a robot as a competitor if it shares features with robots from another
class. This is a hard problem that we intend to solve
by preventing the network from identifying more than
one robot in the same location. In addition we want to
extend the system to also determine the position of the
ball, as well as the presence of people on the field. We
have been testing this system during local competitions
in an offline situation and will start performing realtime tests on the Turtle robots in international RoboCup
competitions.
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